ALGORITHMS
IN SNOBOL4

James F. Gimpel

"2
-
-
o
-
P
i N



Ul

A
N\
s/
t===223
=3 +=1

J10C,

-%HHHu

[ N
[ r==1]
B
ﬁh'mmu
(-]

> = - - .-

jiia)

t=--=
s 7

[==—-

(321

]

c=dt-;
=1 ]

nuuuH_
(120

[ I oty

(L
(223

— o e W o

-7 =3

(=Z==23

U1






ALGORITHMS
IN
SNOBOLA4

JAMES F. GIMPEL

Bell Telephone Laboratories

A WILEY-INTERSCIENCE PUBLICATION

JOHN WILEY & SONS,
New York ¢ London ¢ Sydney ¢ Toronto



Published by John Wiley & Sons, Ine.
Copyright © 1976 by Bell Telephone Labs., Inc.
All rights reserved. Published simultaneously in Canada.

No part of this book may be reproduced by any means,
nor transmitted, nor translated into a machine language
without the written permission of the publisher.

Library of Congress Cataloging in Publication Data:
Gimpel, James F.
Algorithms in SNOBOLA4.

Bibliography: p.
Includes index.
1. SNOBOL (Computer program language) I. Title.

QA76.73.86G55 001.6'424 75-33850
ISBN 0-471-30213-9

Printed in the United States of America
10987654321



To Anna



LB A L A L A Lo |  J L] LD ] g Al
l—! et l— I— i
= 1 Y (= [ Y
l— I\~ |~ I~ I~
N PINN ft— ] le— 1
o u 9 g u [ U B WU [ 4 L J

When I first began collecting SNOBOLU4 programs for a book, I
had two major misgivings. First, I wondered whether there
would be enough material and second, I wondered whether the
programs would be sufficiently nonobvious to warrant publica-
tion. Both fears slowly evaporated. On the one hand, the
range of SNOBOLY4 applications is as wide as the spectrum of
computer uses and this, it seems, is well-nigh inexhaustible.
Indeed, an entire book of algorithms and algorithmic techni-
ques has recently appeared [Aho et al, 1974] in which the
range of applications and techniques when intersected with
that of my own book approximates the empty set. It gives one
pause to contemplate the complement of both sets. 1In the engd,
I had a considerable amount of material left over and so my
one fear was baseless.

As to my other concern, I was happy to discover in the course
of writing the book many new and nonobvious ways of program-
ming in SNOBOL4 (not all of my own discovery) so that I can
now be confident that the collection of routines are more than
merely exercises 1in the use of the language. Indeed, some
routines or techniques were previously believed to be im-
possible to write in SNOBOLM4. For example, employing SNOBOLU
patterns directly in the compilation vrocess, dynamically
loading SNOBOL4 functions on a call basis, and determining the
compilation numbers of statements compiled at execution time
are three problems encountered during the development of
production programs which were previously thought simply not
doable in the language. These are relatively easily achievable
by techniques described in this book (see Programs L_ONE
(18.2), DEXTERN (14.2) and LPROG (11.5) respectively). Since
I have been a SNOBOL programmer for over a decade and since I
am still discovering how to do things in the language, the
reader may conclude either that I am a dunce or that the
designers of SNOBOL# have created a very flexible and powerful
language that deserves further study and wider use. The
remainder of the book will convince him, I hope, that it is
the latter and not the former.

Another, less prominent, concern was the relative obscurity of
the SNOBOL4 language. While more widely used and available
than most languages, it is not so ubiquitous as say Fortran or
Cobol. For a variety of reasons such as cheaper machines it



Preface Page_vii

is not hard ¢to visualize a future in which SNOBOL4, or at
least a SNOBOL4-like approach to life, will play a more promi-
nent role. Also the quest for simplicity of programming may
ultimately be achieved by way of semantic richness rather than
by feature elimination.

Viewed most generally, the book is a collection of algorithms
with SNOBOIU4 used as a communication vehicle. The algorithms
are decidedly oriented toward the nonnumerical as this is
SNOBOLU4's forte and as such tend to supplement other published
algorithms such as those appearing in the Communications of
the ACM which, due to the reliance on Fortran and Algol, are
primarily mathematical in nature. Because of its nonnumerical
character, the book should be especially helpful to artisans
in the humanities and in business applications as well as ¢to
the information scientists to whom the work is primarily ad-
dressed. The reader is assumed to know or be learning SNOBOLU
and if his knowledge in this respect 1is a 1little weak he
should be willing to consult an appropriate manual or primer
for reference. Little or no assumption is made with respect
to his knowledge of other areas of computer science and
mathematics.

As a collection of SNOBOL4 algorithms, the book 1lends itself
for direct use by the growing number of SNOBOLU programmers
who may use the programs as is, or modify them to suit their
particular application. To further this end, virtually all
programs are written as functions with a conscientiously ap-
plied naming system so that they can be simply 'plugged in' to
existing programs without Adisturbing things. Hence another
purpose is served, i.e., to foster and illustrate a technique
of well-structured modular programming which is all too fre-
quently lacking in many SNOBOLU4 programs. There is currently
great interest and for good reason in goto-less structured
programs and while the control structures of SNOBOLY4 prohibit
adherence to the letter of this dictum, the examples in this
book serve to carry out its spirit.

The SNOBOL4 programmer will find much information of an im-
prlementation nature not available elsewhere. Most of this is
intended to guide him in the writing of more efficient
programs but some SNOBOLY4 lore is included for his general in-
formation. An effort has been made to describe pattern mat-
ching more fully and comprehensively than it has been
heretofore as this has been one of the murkier aspects of the
language.

Finally, the large number of SNOBOL4 example programs should
complement well a SNOBOLY4 primer or manual in teaching the

language. This author's experience has been that programming
languages as well as natural languages are most easily taught
by wvaried and intriguing examples. Not only is interest

heightened and motivation increased, but the example carries
the student forward on a familiar framework and provides a
convenient gestalt for later recall. Because of this use as a
supplementary text, various features of the lanquage are com-
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partmentalized in the early chapters so that their introduc-
tion can be synchronized with a course of instruction. In fact
the author has used notes from this book very successfully in
teaching a course in nonnumerical programming to members of
the staff at Bell Laboratories and +to graduate students at
Stevens Institute of Technology. A number of exercises.have
been included to extend its usefulness in the classroom as
well as to suggest possible modifications of the routines
themselves.,

The alert reader will note that the book was prepared by a
computer. This was done to permit the automatic testing of
the programs. To remain faithful to this idea, all figures,
titling, paragraph illumination, etc. were done without suc-
cumbing to the temptation of 1later touchup. Chapter 10
describes in detail some of the routines used in the book's
production.

The programs, as presented, are directly applicable to the IBM
360 implementation of SNOBOL4 and SPITBOL. In virtually all
cases, these programs can be used with SNOBOL4 processors
(including SITBOL) on other machines without change or, at
most, by a transliteration of characters.

The writing style has been chosen to be direct, informal and
sometimes even cheerful. It is hoped that occasional 1lapses
into whimsy (not expunged by the final version) do not disturb
the reader; the intent is not so much to amuse as to present
a welcome relief to the frankly difficult task of reading and
interpreting programs.

A number of individuals have contributed in one way or another
to the production of this book. Thanks go to Frank Boesch,
Len Bosack, Fran Brophy, Steve Chen, Bob Dewar, Ralph
Griswold, Scott Guthrey, Dave Hanson, Cass Lewart, J. C. Noll,
Ivan Polonsky, Mark Rochkind, Larry Samberg, Dick Stone, and
Jane Walsh. A special appreciation goes to Ralph Griswold who
taught a Computer Science course at the University of Arizona
from an early computerized draft of Chapters 2-5 and provided
valuable feedback. I am flattered that he was able to expand
on this material to produce an excellent and very readable
book [Griswold 1974a]. Those having difficulty reading the
early chapters here may wish to consult this text.

Finally, thanks go to the management and staff of Bell
Laboratories whose consent, cooperation and computers have
made this text possible.

James F. Gimpel
Holmdel, New Jersey
May 1, 1975
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"
%% lgorithms and Programs | An algorithm is a sequence

% 3 of self-evident steps for

$ | carrying out some activity. A familiar example of
%%%¥ | an algorithm is the procedure for 'long!' multiplica-

£ | tion which multiplies two numbers which are bigger
t——J than the operands in a memorized table. The notion
of algorithm is actually quite 0ld going back several thousand
years B.C. [(Knuth 1972], and +he word 'algorithm' has a 1long
and convoluted etymology [ Knuth Vol.1, p. 1-2].

-————q
R M N M

We say an algorithm is composed of "self-evident steps" to
rule out some such phrases as "add salt to taste", or "apply
sward +to mainskee according to Fig. 3". That is, each step
can be mechanically carried out without assistance from a
human being. But it is interesting to note that the definition
of algorithm is not a rigorous one, since no one can ever give
an all-inclusive definition of "self-evident step". What we
generally do is devise a special language within which each
operation 1is carefully defined, and this langquage is used to
express all algorithms. Thus we can devise a special machine
language as was done by Knuth [Vol. 1-3], or we may devise a
matching and replacement operation as was done by Markov
[1954], or invent a dialect of some existing language, such as
Pidgin AIGOL [Aho et al, 1974], or we may use an existing
programming language, such as is used in the Algorithms sec-
tion of the Communications of the ACM. In this book we will
use an existing language, viz. SNOBOLY4 [Griswold et al, 1971].

This means that our collection of techniques are not merely
algorithms, they are programs as well. Since there 1is some
question (not to mention controversy) as to the distinction
between algorithm and program [ACM Algorithm Letters, 1966 and
ACM Forum, 1974-1975], it is perhaps worth our trouble +to
consider these two notions. An algorithm is a method, distinct
from any external form, and distinct from any language. On
the other hand, a program is a sequence of characters which
will inplement some process. For example, we may say that a
program is 332 characters long, but we may not say such a
thing about an algorithm, because an algorithm may be im-
plemented in several different languages producing programs of
various lengths. To communicate the algorithm to another human
being, we generally require its formulation in terms of
concrete symbols. Any such formulation may be said to be a
program. Hence, on the surface at least, the notions of al-
gorithm and program would seem to bear the same relationship
to each other as the notions of function and expression in
mathematics. That is, one is a representation of the other.
However, the analogy is somewhat imperfect. Programs are
generally written to be run on a digital computer, and, as
such, tend to communicate an algorithm to a machine, as op-
posed to another human being. Programs are a medium whereby a
process 1is effected, and hence are, as it were, part of the
machinery. We may therefore expect them to reflect
idiosyncrasies not part of the original pure algorithmic no-
tion. That is, programs may be dirty. On the other hand,
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programs, when coupled with an appropriate lingquistic proces-
sor, can actually carry out the activity for which they are
designed. 1In short, they work.

Although 1in principle an algorithm is independent of the par-
ticular language in which it is expressed, in practice, this

is an impossibility. This is because, as the notion of self-
evident step varies, the techniques employed to carry out an
overall activity will vary. Thus, a method to compute a hash

function will depend on what arithmetic operations (such as
division) are available. Random number generators will depend
not only on what operations are present, but on whether some
forms of arithmetic overflow are permitted. Certainly, string
algorithms implemented in a Markov language such as SNOBOLU4,
which permit string scanning as a fundamental operation, will
avpear entirely different than when written in some other
language. This is unavoidable and is, of course, one of the
purposes of a text like this one.

There is currently heightened interest in both algorithms and
in programs. For example, there is a famous problem in graph
theory called the Koenigsberg Bridge Problem. The problem
calls for a path leading across all edges (bridges) of a graph
without traveling along any edge twice. A constructive
procedure for finding such a path was furnished by Euler in
1736; this has long been regarded as the starting point of
modern graph theory. However, it was not until 1973 [ Edmonds
and Johnson] that anyone specified a method for finding such a
path in an amount of time proportional to the number of edges.
This particular example is only typical of a general trend.
We are no longer content with knowing that a procedure can be
carried out, nor even with how such a procedure can be carried
out. The thrust of much computer science activity is in deter-
mining how effective a particular algorithm is, and in care-
fully specifying an algorithm to maximize efficiency.

Another area of waxing interest is in determining +the proper
form of a program. Virtually unheard of five years ago, the
term 'structured programming' has captured the fancy of the
computing fraternity and, at this writing, is perhaps the most
used (and abused) term in the literature's lexicon. While the
term means many things to many people, the general idea is
that many of the 1ills plaguing the software industry are
traceable to the fact that we are incapable of properly struc-
turing 1large complex tasks. While we can study the strategy
of structuring from a language-independent point of view, many
of the tactics in forming clear and cogent code depend on the
particular tools at one's disposal. Hence, another purpose of
this text 1is to discuss and present methods of organizing,
i.e., structuring, SNOBOL4 programs.
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| g 1

{ %#%¥%% NOBOLU4 ORIGINS | Programs written in SNOBOL4 tend to
| % r 4 be oriented toward the manipulation
| ¥%%% | of strings. A string is a sequence of characters
[ £ { and a character is ‘any of the various letters,
{ %%%X% | digits, logograms and punctuation symbols (including
t———J the blank) that one might punch on cards or type on
an electronic terminal. The stream of characters you are
reading now is an example of a string. It has, in fact, been

subjected to some of the algorithms to be described in this
book.

String processing includes the testing, comparing, scanning,
rearranging, transliterating, transforming, inserting,
crunching, and deletion of strings. Since programs and data
are normally entered into a digital computer in the form of
strings and since all data printed is in this form, it might
seem that string processing is, and always has been, in the
forefront of computer studies. But this is hardly the case.
Historically, string processing has been something of a step-
child of computation.

The computer was initially perceived as a machine whose
primary purpose was performing numerical computations. Getting
numbers and programs into the machine was considered inciden-
tal to computing rather than occupying any central role. In
fact, to program an early machine, one did not use characters
at all, but wired up a plug board. A single program took weeks
of effort. Humans began to realize that they were more like
slaves to the machine than high-priests as they were forced to
do an inordinate amount of work just to keep the machine busy.
Alt [1972] recalls that, as early as 1947, the team of
programmers for the ENIAC discovered a method whereby they
could enter programs by merely dialing digits rather than
wiring plug boards. To do this they wired the plug-board con-
trol permanently in such a way that the machine read the
digits and performed associated instructions in much the same
way that a modern interpreter might do. This seems to be the
world's first higher level language. At any rate, the machine
slowed by a factor of five but the technique was the preferred
one thereafter. Why? Was it because men are lazy and they
want the machine to do all the work? Well, there is a way to
express this less argumentatively. The machine was so success-
ful at performing arithmetic that the bottle-neck shifted away
from calculations with numbers to the logistics of presenting
the problems to the machine. In many ways this problem is
still with us.

Peripheral devices for reading characters from paper tape and
cards had existed for some time and it did not take 1long
before such devices were attached to +the machine for
input/output. More importantly, machines were beginning to be
designed with the stored-program concept which meant that plug
boards did not have to be wired for each different program.
Rather, 1like the trick used with the ENIAC, the machine would
translate numbers into instructions, but with <the important
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difference that the numbers did not have to be set manually.
They could be read from some external device or they could be
computed; in particular, they could be produced by some other
program and the Great Age of computer languages was born. From
this point on, the evolution of machine design gave way to an
evolution of languages, in much the same way that human
biological evolution has given way to a cultural evolution.
Although the components have changed to give us cheaper, smal-
ler, more efficient machines, the machine organization has

remained essentially the same (the Von Neumann Machine). In
this organization main storage consists of an aggregate of
words each addressable by some assigned number. The data

within +this storage 1is entirely unstructured as seen by the
hardware. Complex data such as strings, patterns, arrays, etc.
are only such in the eyes of the software, not as viewed by
the hardware.

The first programming languages were, of course, assembly
languages in which generally there is a one-to-one correspon-
dence between 1lines in the source 1language and machine
instructions. The assembler's job is essentially to translate
from names (suitable to humans) to numbers (suitable to
machine) . This is unnatural for a machine to do and it was
resolved essentially by a mechanism known as a symbol table
(see Chapter 11). The use and disposition of a symbol table
is key to the implementation and understanding of many
programming languages in addition to assemblers.

A rather impressive advance was made by the Fortran language
which was developed in the mid-1950's. This language was so
well designed that today it is perhaps the most widely used
programming language in spite of regular denunciations by the
academic community. Fortran opened up computation to a large
number of programmers who would need to know nothing or very
little of the internal organization of the machine in order to
start programming (although they usually wind up having to
know a great deal). Now an important point to note in connec-
tion with Fortran is its peculiarly numerical orientation. The
tools provided to the Fortran programmer were totally dif-
ferent than the tools required by the system programmers who
had to write assemblers, operating systems and the Fortran
compiler itself. Fortran had, for example, a rich mathematical
library containing trigonometric functions, exponentiation,
etc. which the writers of Fortran had absolutely no need for;
on the other hand, Fortran lacked string, character, bit and
address data objects which are essential to 'systems' work.
Although a step away from the numerical was made in that the
language gave the machines the ability to accept programs in
human style, it was assumed that the end use would be !number
crunching!.

The first non-numerical language of consequence was IPL
[Newell 1957]. This language  'was developed as a by-product of
some experiments in artificial intelligence by Newell, Shaw
and Simon in which an attempt was made to mimic the thinking
patterns of human beings. 1In particular, the mental processes
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involved in theorem-proving were explored [Feigenbaum and
Feldman 1963]. IPL is a list-processing language. All data
is in the form of lists; the components of a list may be other
lists or basic non-decomposable units which are actually ad-
dresses referenced symbolically as in an assembler. Numerous
built-in functions are available to manipulate lists. In fact,
an IPL program is itself a list. The arch-difficulty of IPL
is its syntax which is forbiddingly like .assembly language.

IPL was soon followed by LISP [McCarthy 1960] which overcame
some of the syntactic difficulties of IPIL. Rather than place
components of a 1list vertically down the page with symbolic
reference to sublists, LISP provided a more akbreviated
horizontal notation with nested parenthetical expressions to
denote sublists. Moreover, the basic nondecomposible unit,
called the atom in LISP, was a string. 1In LISP, large strings
were represented as lists of atoms, and atoms, as their name
suggests, could not be decomposed.

A list was the first data object whose size was not fixed for
the duration of the program but which could vary as required.
Lists are particularly useful in problem areas which are not
well understood and cannot, or at least, have not been reduced
to easily computable mathematical formulas. Hence list struc-
tures have been a favorite form of data for artificial intel-
ligence applications.

COMIT is often considered the first true string processing
language. Unlike LISP, the strings of COMIT can be arbitrarily
manipulated not by rearranging pointers between fixed strings
but by completely rearranging the characters (and hang the

cost). With COMIT +the string had become a data object; a
variable (of sorts) could range over the entire set of
strings. These variables were called ‘'shelves!' and were

referenced by shelf number. A very powerful process called
pattern matching could be applied to such strings and matched
substrings could be replaced by other strings. COMIT has one
major deficiency; one may not use ordinary common names such
as S, LIST, or BILL to denote variables as one might do with
numerical variables in Fortran or even assembly language.

The pattern matching notation entered COMIT by way of
linguistics where the notation is quite o0ld. The notation was
studied in depth by Markov [ 1954] who treated the replacement
operation as a fundamental algorithmic component and showed
that all computations were possible using replacement alone.
Languages such as COMIT and SNOBOLU4 are sometimes referred to
as Markov languages even though there is no evident historical
connection.

Early work at Bell Laboratories in string processing included
the development of a language called SCL (Symbolic Communica-
tion Language) by Lee, et al [1962]. SCL extended the
facilities of COMIT for string processing but had several
deficiencies including an ungainly assembly-language syntax
and the absence of variakle names (as in COMIT). SCL had cer-
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tain unique and valuable features such as a run-time compila-
tion and execution of strings, but its most wvaluable contribu-
tion was that it provided a gestation period for SNOBOL.

SNOBOL ([Farber et al, 1964 ] combined two very important ideas,
the string processing and pattern matching of COMIT and the
symbolic referencing of variables. Thus for the first time in
any major language (and possibly ever), a programmer could
write:

A = B C

to indicate in a simple and natural way that the string B
concatenated with the string C is to be assigned to the string
A without disturbing the values of either B or C. The pattern
matching operation of COMIT could be invoked in a similarly
convenient and concise fashion. Thus for the first time,
strings of characters could be manipulated with the notational
ease that Fortran provided for numbers.

Unlike Fortran, however, no simple easy translation existed
into machine orders. On the IBM 7090, on which SNOBOL was
first implemented, concatenation was a complex process re-
quiring the shifting of characters through an ungainly
accumulator. Also, the use of variables whose values cannot
be destroyed complicates further the operation of concatena-
tion. Thus, we cannot merely direct a pointer from B to C to
effect the above concatentation as this would alter B. we
cannot copy C onto the tail end of B as this would destroy
other data. Rather, a separate section of core is allocated,
the strings B and C are copied in, and a pointer 1is directed
from A to the new storage. Since storage is being generated
continuously, a process of storage recovery (garbage collec-
tion) is required. Thus, the apparent simplicity requires a
rather considerable software system to support it. It is not
surprising that it appeared relatively late on the programming
scene.

SNOBOL's successors, SNOBOL3 [Farber et al 1966] and SNOBOLY
{Griswold et al 1968], while retaining the simple and powerful
notation of the original SNOBOL, greatly extended and
generalized its facilities. 1In fact, it is no longer accurate
to characterize SNOBOL4 as a string language, since its
facilities extend considerably beyond string manipulation.

LB B |

| ¥%% he Future | How well may we expect SNOBOLU4 to fare in
| % ¢ s the future? Certainly, this is an in-
| ¥ | triguing question to ask of any language and one
| % | which is extremely difficult to answer. To a first
| ® | approximation, the success of the 1language will
t———J depend on the future importance of nonnumeric data
processing. Although numerical programming will doubtlessly
increase in the future, non-numerical processing should
increase even faster. This is due to the economics of the

situation. A computer can multiply two 8-digit numbers
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together in approximately 6 microseconds whereas it takes a
human about 60 seconds. The computer is therefore 107 times
(or 7 orders of magnitude) faster at this activity than
humans. On the other hand, to take a typical string-processing
problem, a computer, carefully programmed, will require about
two millisconds to scan a paragraph containing 1000 characters
for some string such as 'ALPHA', whereas a human will require
approximately 20 seconds. Hence, the machine for <the non-
numeric problem is only 10¢ (or 4 orders of magnitude) faster
than the human. Hence, the machine is better at numerical
processing by about 3 orders of magnitude. Since historically
computers have been much more expensive than humans it is un-
derstandable that they have been applied mostly in those areas
with a strong arithmetic flavor.

Another factor to consider in comparing the +two kinds of
processing 1is input/output (i/o). Two numbers that are mul-
tiplied together typically do not come from typed data but are
the result of other computations within the machine. But the
string that 1is being scanned for the word ‘'ALPHA' has
generally entered the machine from some i/o device such as
disk, tape or terminal. If we consider disk as typical we find
that this device transmits 10,000 characters in a total time
of about 100 milliseconds so that our paragraph to be scanned
requires 10 milliseconds. Multi-programming operating systems
help somewhat to alleviate the problems of delay time due to
disk 1i/0 by transferring control to another resident program
while i/o is in progress but the program doing i/o must remain
resident in main storage thereby consuming resources. If we
add a factor for the inefficiency of the transfer of control
process and the time expended in transporting the characters
from the main storage receiving stations (i/o buffers) into
work areas we arrive at a figure very much like ten mil-
liseconds anyway. The net effect is that if the string to be
scanned 1is also read and written we increase the cost of
string processing by another order of magnitude.

Another difficulty with string processing that has helped hin-
der its more rapid development is that string operations are
by no means standardized at the machine level. Thus, string
processing is not only slower, it is more complicated. In
Fortran, the statement:

X = Y *x 2
results in three instructions, LOAD Y, MULTIPLY by Z, and
STORE into X. No such corresponding instruction sequence can
be produced for typical SNOBOL4 operations such as pattern
matching or concatenation. Not only do these operations re-
quire more instructions but the methods vary from machine ¢to
machine. To begin with, the method of representing strings

varies [Madnick 1967]. Representational decisions such as
whether +to store one character per word or several characters
per word may depend on machine characteristics such as whether
characters are directly addressable. Another important d4if-
ference is how string wvalues are bound (assigned) to
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variables. For example, in PL/I the only very efficient string
representation is to allocate a given storage area of maximum
size for each string variable. On the other hand, an implemen-
tation of <the SNOBOL4 1language requires that a pointer be
associated with each wvariable which points to the actual
characters. This may seem like a minor difference but it is
not; in the PL/I approach a simple string assignment such as:

S1 = 52

results ir copying the string. In SNOBOLY4, only the address
is copied. However, the latter method implies the necessity
to garbage collect whereas the former does not. That is, 1if
S1's pointer is overwritten by another pointer, the o0ld string
pointed to by S1 may no longer be needed. Experience shows
that we cannot afford the luxury of retaining every string
ever referenced in a string-processing application, and so,
obsolete strings must be discarded.

Even fixing on a common data representation, the method of
scanning a string S for a substring, say 'ALPHA', can vary
considerably. The IBM 360/370 contains a TRT* instruction
which enables the machine to quickly scan a string for one of
a set of characters. Thus, we might rapidly scan the string S
for the lead character 'A' thus increasing the scan rate. But
time is required to set up this rapid scanning. For short
strings or for strings containing many A's it would be more
economical not to use this special scan. Even given the rapid
scan ability, it is not clear that 'A' should be the character
searched for. If we assume that P's occur less frequently than
A's then a rapid scan for the letter 'P' should be made. Given
any such 'P* we can then check for the characters 'AL!
directly before and 'HA' directly after.

The setup tradeoff is not unique to the 360/370 architecture.
For many machines a fast inner loop can be written to test for
a specific character that will be faster than a loop to test
for an arbitrary character (which is, say, in a register). If
one 1is willing to invest time in forming characterizations of
the subject string (the string being scanned) one can perform
a kind of hash test [Harrison 1971] which is very fast. This
is 1inefficient, however, unless the subject string will be
scanned repeatedly.

The complexity involved in specifying string algorithms
becomes significant in several ways.. The languages for string
processing must call functions rather than compile in-line
code and the linkage overhead further slows down computation.
In fact, most implementations tend to be interpretive which
greatly reduces the speed of numerical operations if, for sim—
plicity, these are also treated interpretively. Complex
language processors cannot be built as rapidly and any string

*TRT stands for TRanslate and Test. This is a misnomer; !'Scan
and Test! would have been better.
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language will experience more difficulty in being reproduced
on some other machine. When a processor, such as the macro
implementation of SNOBOL4, attempts to be machine-independent,
it must sacrifice efficiency significantly. For example, the
macro implementation of SNOBOL4 will scan a string for a sub-
string at the rate of 40 microseconds per character (on the
IBM 360/Mod 65) a full order of magnitude slower than is
possible on that machine essentially because of its machine
independence. The most efficient utilization of any machine
for typical string operations requires in general a complete
restructuring of the program and this tends +to inhibit the
rapid spread of any language.

The complexity issue becomes imrportant when one realizes that
the very great strides in producing economical computation in
the last several years have come in the form of minicomputers
and microcomputers. These machines tend to be small, new and,
as is characteristic of a new industry, exhibit a relatively
large number of different designs. All three factors tend to
work against a large ambitious SNOBOL-like language.

As the early ENIAC programmers discovered, however, very few
problems are so purely numerical that the machine can be
casually fed problems and spew out answers. In fact, most of
what mankind wants done is non-numerical and is difficult if
not impossible to program. By contrast, those problems which
are very numerical have probably already been programmed or
are embedded so intricately in an essentially non-numerical
setting that the numerical part can't be brought easily to the
machine. To consider just one example, the f£filling out of
one's income tax can be done conversationally from a computer
terminal; the amount of computation that must be performed is
insignificant compared to the total programming required to
make the system usable by the *unwashed' (naive) user. Hence,
if we are to extend the application of computers to new areas
there will surely be much about these areas that is non-
numerical.

L RJ

{ %¥£% NOBOLU4 Implementations | SNOBOLY4 was developed during
| % r 4 a period of computer
{ %%%% | changeover at Bell Laboratories and so the language
| £ | was written in a system of macros [Griswold 1972].
{ ¥%%% | In this way, the language could relatively easily be

L transported to the new machine (whatever it was
going to be). This had the fortunate consequence of making
SNOBOLY4 transferrable to other dJdifferent machines with far
less difficulty and with much greater faithfulness to the
original design than would otherwise have been possible. This
implementation is usually referred to as the MAcro
InrplementatioN of SNOBOLY4; we will refer to it throughout as
MAINEOL.

While MAINBOL is relatively portable, it is also inefficient.
This is due primarily to its machine independence. A fair



SNOBOLY4 foibles Page_11

estimate of the cost of machine independence in the case of
SNOBOLY4 is a factor of two in both space and time.

SPITBOL [Dewar 1971] was developed to overcome the inef-
ficiencies of SNOBOLU4, at least for the IBM 360. By writing
exclusively in assembly language, by developing new techniques
for string handling and storage management, and by compiling
executable code rather than running interpretively, SPITBOL
was able to better the running speed of MAINBOL by a factor of
7 (this was a median figure of 21 programs tested at Bell
Laboratories). SPITBOL is also smaller than MAINBOL by a fac-
tor of two. It should also be pointed out that SPITBOL not
only did not compromise with the language which so often hap-
pens when a language 1is reimplemented from scratch, but
actually extended the language in several significant ways.

The SITBOL processor [Gimpel 1973a & 1974] is a completely new
implementation of the SNOBOLY4 language for the PDP-10. SITBOL
benefitted greatly from the SPITBOL experience, using and im-
proving upon the implementation innovations of SPITBOL.
Although SITBOL is an interpreter, it is faster than MAINBOL
by a factor of from 3 to S and is smaller by a factor of 3.
SITBOL is upward compatible with both SNOBOL4 and SPITBOL and
contains many language enhancements as well. These three im-
plementations are discussed more fully in Chapter 11.

While these are the only implementations that can claim to
support a full SNOBOL4, +the FASBOL implementation [ Santos
19717 should also be mentioned. This ambitious project is in-
tended to produce a compiler for SNOBOLY4 that, in addition to
obtaining high speed, supports separate subroutine compila-
tion, oompiled patterns and in-line arithmetic. FASBOL,
however, lacks several SNOBOL4 features and many of the
programs in this book will therefore not run under that
systemn.

v N

{ %¥%% NOBOLU4 foibles | Winston Churchill's famous statement
| % r 4 about democracy can be made with
| %%%% | particular aptness about SNOBOL4. It is the worst
| £ { of all programming languages, except for all the
| #%%% | rest. By this we mean that SNOBOL4 is a very effec-

t————4 tive programming language not because it is free of
blemish, it actually has quite a few, but because of the many
valuable features which it does have. In my own experience,
unless the problem is totally numerical, a SNOBOL4 program
will be at most half as large as one written in some other
language to achieve the same effect. 1In some cases the reduc-
tion in size and complexity 1is indeed dramatic. SNOBOLUY
achieves this code condensation by providing a number of
facilities simply not available in most other languages. These
include pattern matching which is so rich as to amount ¢to a
language within a language. The storage allocation facility,
while conceptually simple, completely frees the user from
concern over the detailed disposition of data objects. All
data objects are represented by a descriptor of fixed size.
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This makes it possible to have heterogenous arrays,
declaration-free variables and structures, and, most impor-
tantly, it allows data objects to be freely transferred bet-
ween calling and called functions. The historic tendency of
interpreters to include symbol tables during execution 1leads
to a number of facilities not normally available. These
include indirect referencing, indirect goto's, dynamic defini-
tion of functions and structures and, the ultimate source of
freedom and flexibility, the ability to compile and execute
arbitrary strings. It has a comprehensive tracing and error
recovery facility and the ability, through numerous keywords,
to provide the user with all sorts of information concerning
his running program.

In general, the power and flexibility of SNOBOL4 are une-
qualed. While the language can be abused, as many languages
can be, it has many features which, properly employed, enable
large programs to be written with a minimum of difficulty.

This is not to suggest that the language is entirely free of
defect. As in any ambitious project of SNOBOL4's magnitude,
there are many minor deficiencies. Moreover, merely knowing
about them does the language designer no good. Liabilities
get 'frozen' into a language since it is impolitic to make
non-compatible changes. For casual SNOBOLY4 programming we may
ignore many of these deficiencies. When composing large
programs, however, it is much more important to develop a
systematic approach and we must confront these defects
squarely.

As remarked by Dunn [1973], a language which is very inef-
ficient can be a burden to use even though the application,
such as bootstrapping, is not nominally one demanding high ef-
ficiency. Dunn was critical of SNOBOL4 in this regard but his
remarks were actually directed to a specific implementation,
MAINBOL. As Hanson [ 1973] remarks, the inefficiencies noted
in using MAINBOL do not apply to SPITBOL and SITBOL. our
remarks in this critique will be directed only to the SNOBOLY
lanquage as described by Griswold et al [1971] and not to any
particular implementation

1. Perhaps the most noted deficiency of SNOBOLU4, especially
in an age when the goto is harangued daily, is the 1lack of
good control structures. They are admittedly primitive
[Griswold 1974]. There is no IF ... THEN ... ELSE, and no
repetition element such as the Fortran DO. One is forced to
use many goto's and to invent unique label names. This is a
bother and conventions must be adopted. It is not, however,
as detrimental to good programming practice as one might
think, since it generates dependency on the use of the func-
tion which is a superior control structure anyway. See the
remarks on Structured Programming.

2. A number of difficulties involve pattern matching. Pattern
matching is a complex process and to be used fully requires a
comprehensive understanding on the part of the user. For this
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reason two chapters in this book are devoted to a theoretical
and practical treatment of the subject. But aside from the
learning problem there are residual difficulties. One of these
is the one-character assumption which we discuss more fully in
Chapter 7. The statement below:

HERE S LEN(1) $ C LEN(1) $ D *LGT(C,D) = D C :S(HERE)

should sort the string S as it repeatedly swaps any consecu-
tive pair of characters not 1in the correct lexicographic
order. Unfortunately, if the last two characters are out of
order they are never swapped because the pattern matching
mechanism assumes that *ILGT(C,D) matches at least one charac-
ter and that therefore the entire pattern requires at least
three characters and that it would be a waste of time to try
the pattern on merely two characters. The manual will say to
use FULLSCAN mode to circumvent this but, as we will argue
later, mode switching is not good practice for large programs.

Predicates may be employed within patterns in spite of the
one-character assumption if one employs a trick. See Prog.
8.7.

3. Another heuristic that gives problems 1is +the 1length-
failure, or futility heuristic. Under this assumption, the
very natural back-referencing operation becomes virtually
unusable. For example, the pattern matching statement:

S LEN(3) $ X ARB *X

examines the string S for a pair of identical three-character
substrings, if it would only work. The first three characters
of S are assigned to X and this string is searched for in the
remainder of sS. Upon failing, the next three characters of S
should be assigned to X and the search should continue. This
will not happen, however. When *X does not match by reason
that there are insufficient characters remaining in S, it
signals ‘'length failure' or 'futility' (See Chapter 7 for a
more detailed discussion of these terms). The scanner believes
that it can immediately halt all processing and so it does.
The result is that, unless the first of the pair of three-
character strings begins with the first character, the pattern
fails. The error can be cured by FULLSCAN. As indicated in
the preceding paragraph, however, this introduces other
problems.

4. Pattern building, as distinct from matching, also causes
some problems. The pattern matching statement:

s LEN(N) . K =

removes the first N characters from the string S and assigns
them to the variable K. Unfortunately, the pattern must be
constructed each time the statement is executed. The cost of
building the pattern with the concomitant garbage collection
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will require more time than the pattern match itself. A solu-
tion is

P = LEN(*N) . K

S P =

Although this can serve to remove the pattern-building opera-
tion from the 'inner loop', it creates several other problems.
One has to think up a unique name (P just won't do in a large
program) . The statement kearing the pattern definition is
separated from the statement bearing the match. This can cause
difficulties when trying to decipher a large program. The
side-effect of setting the variakle K without any apparent in-
dication at the pattern match is poor practice. Finally, the
use of *N is awkward. The novice tends to overuse the deferred
expression and begins to use it where it produces errors. In
short, the language becomes more confusing, difficult to learn
and error crrone.

5. It should be possible in any language to write a function
whose behavior will be invariant with respect to its environ-
ment. The language that comes closest to this ideal is Fortran
with its separately compiled subprogram. SNOBOLY4 tends to be
worse than others in this respect. For example, the function
X(S), below, will return its string argument rotated one
character to the right.

DEFINE ('ROT(S) T') : (ROT_END)
ROT S RPOS(1) LEN(1) . T =
ROT = T S : (RETURN)

ROT_END

This function will behave properly provided (1) LEN, RPOS,
binary '.' and concatenation have not been redefined, (2)
RETURN has not been redefined, (3) the £ANCHOR mode has not
been set, (4) ROT is not used as a label outside the program,
and (5) neither ROT, S nor T have been I/0 associated.

6. SNOBOLY4 contains no block structure so that problems of
Scope emerge. For example, the function INC (NAME), defined
below, will increment the named variable. Also, COUNT will
record the number of times the function was called.

DEFINE (' INC (NAME) ') : (INC_END)
INC COUNT = COUNT + 1
$NAME = $NAME + 1 : (RETURN)

INC_END

If COUNT is used outside the function, its current value can
be destroyed. That is, there is no way to isolate this use of
COUNT from any other that might exist in a program. One may
designate that COUNT is local (a misnomer, 'temporary' would
be Letter) to the function. But this would mean that the wvalue



SNOBOLY4 foibles Page_ 15

of COUNT would be saved Lkefore entering the function and
restored on return and hence could not be used to count the
number of calls.

The named variable being incremented by INC may not be ar-
bitrary. If it were COUNT, then it will be incremented twice.
If it were 1INC, then it would be incremented once, but on
return its old value would be restored. If it were NAME, there
would be an attempt to add 1 to the string 'NAME!' resulting in
a fatal error.

7. Function definition is unusually flexible in SNOBOL4, but,
as has been noted by Abrahams [ 1974], it also 1leads to dif-
ficulties. Since function definition is dynamic, the DEFINE
must be executed; but where should it be placed? If the DEFINE
is placed in some initialization section separated from the
body of the function by some distance, programs become dif-
ficult to follow. To place the DEFINE adjacent to the body of
the function, which is good practice, it is necessary to use a
hop-around construct as we have done above with ROT(A) and
INC (NAME) . But this is troublesome and wastes space. Execu-
tion time space 1is required for: (1) the string bearing the
function prototype, (2) the code required for the DEFINE, the
hop-around and the target of the hop, and (3) the string
bearing the hop-around label. The third item above is ex-
plained more fully below.

8. By means of the indirect goto it is possible to do a multi-
way kranch. For example:

: ($TRIM (INPUT))

will read a label and go to it. But this requires that every
label must be in the symkol table at run-time. Not only must
the physical characters of each label be present but an amount
of additional storage to house other data associated with a
name. This additional information averages about 32 characters
across several implementations. A 40-character storage penalty
for each label is considerable for large programs.

9. In SNOBOL4, INPUT/OUTPUT is markedly clean and uncluttered;
but it generally lacks facilities. If one is only transmitting
strings to sequential files, SNOBOLY4 is adequate. However, no
special facilities exist for printing columns of numbers or
for doing direct-access 1/0. Output media intended for human
viewing 1is really two dimensional and merely outputting
strings is inadequate. Although an extension to the language
was made in this regard [Gimpel 1972a] space limitations have
excluded it from most implementations.

10. The statement

X = X *x _1
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results 1in a strange error. One must write '0.1', not ', 1,
because unary '.'! is an operator, which should be applied to a
variable, not a value such as 1.

11. There are several precedence anomolies. In virtually all
programming languages, the operators '/' and '*' have the same
precedence and associate to the left. In SNOBOL4, '*' has a
higher precedence than '/'.

The precedence of concatenation is one of the lowest whereas
it should be one of the highest. Thus,

A B+ C
is parsed as A (B + C).

The two highest precedence binary operators, viz. '-' and '?!
associate differently. The first associates to the right and
the second associates to the left. What is one then to make
of :

A -~ B ? C

12. SNOBOLY4 usurps the characters '<'_and '>!' for bracketing
which renders them unusakle as operators. This means one must
use the relatively primitive: GT(X,Y), GE(X,Y), etc. But
square brackets are available, at least in ASCII, for the pur-
pose and these are unused.

13. The use of a blank to denote concatenation seems to force
the language to require surrounding binary operators with
blanks. Thus, it is a mistake in SNOBOLY4 to write 'A+B'; one
must write 'A + B'. This causes learning problems.

The blank operator also requires placing a function call adja-
cent to its arguments. A common mistake for beginners, for
example, is to write:

TRIM (INPUT)

and wonder why the TRIM function didn't work. No errxor can be
signalled for this sequence, of course, which Adutifully
prepends the input with the current value of the variable TRIM
which is probably null.

4. To compound the learning difficulties, the blank binary
operator is also used to denote pattern matching. If one is
teaching SNOBOL4 one must explain why the sixth blank below
denotes pattern matching while the others denote concatenta-
tion.

(RBC)ABC) ABC

5. While SNOBOL4 is more than just a string language, the
facilities of the language are geared much more for string
processing than any other kind. For example, although SNOBOLY4
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contains arrays there 1is no way to automatically sequence
through an array as one can by pattern matching a string or as
is possible with APL. Worse, SNOBOL4 does not even contain a
conventional repetition-element like the DO-loop. Also, the
tracing facilities, while quite useful for strings yield lit-
tle information with arrays. When accessing strings to do
fairly complex activities one does not mind paying a small in-
terpretive overhead since this is a relatively small part of
the overall computation. But the interpretive overhead of ar-
ray processing can be several times the cost of accessing the
array. The net result is that although SNOBOL4 contains ar-
rays, it is not very good at processing them. One 1is much
better off in some other language. Similar remarks may be made
with perhaps less force about the programmer-defined datatype.

16. There 1is some language_clutter which could be removed.
In particular &TRIM, GEINPUT and SOUTPUT were introduced into
the 1language to overcome implementation inefficiencies of
MAINBOL. The EANCHOR keyword invites unstructured programming
and should be abolished. The VALUE function was a nice idea
but was defined incorrectly and, in its current form, is use-
less. I know of no serious uses of the SUCCEED pattern but,
if needed, one could use ARBNO(NULL) were it not for the fact
that SNOBOL4 attempts to 'protect! you from having a null ar-
qument to ARBNO.

17. Although essential for some applications, FENCE and ABORT
are difficult to learn and use and do not compound very well.
A NOT function would have been Ltetter. See chapters 6-8 1in
this respect.

It is hoped that the reader has not by now come to the conclu-
sion that SNOBOL4 is an utter abomination. With care and
foresight many of these deficiencies can not only be overcome
but turned to advantage. We will see ample evidence of this
in this and the remaining chapters. It is also the writer's
hope that this catalog of defects can serve to dispel the no-
tion that a recognition of a 1lanquage's strengths is tan-
tamount to being in love with the language and hence blind to
its flaws. (This happens frequently but it is not a universal
phenomenon.)

Having thusly disposed of the bath water, and assuming that we
still have our baby, we may proceed to the important topic of:

n

r
| ¥%¥%¥ tructured Programming | An unsophisticated program-
| % r ! mer, in a surge of program-
| #%¥%% | ming frenzy, will write a large program straight-out
| ® | over several pages which will exhibit no evidence of
| ¥%%% | structure. Such programs generally prove to be bit-

te——t terly difficult to debug and modify. Dijkstra [1968]
cited the over use of the goto as one of the most flagrant
abuses in such run-on programs. Willy-nilly transfers of con-
trol from one program segment to another results in a mangle
of spaghetti-like confusion. In fact, the abuse has become so
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great that a controversy has arisen over whether the goto
should be permitted at_all by a programming language.

It 1is this writer's contention that improper use of the goto
is a symptom rather than a cause of poor structuring. To
properly structure a large program it must be decomposed into
smaller subroutines (or, equivalently, functions, procedures,
etc.). Subroutinizing reduces the overall size of a program
since the same section of code may be referred to by several
different statements. It also allows greater flexibility in
the writing of a program since it is often unclear at the
start where an important subactivity will be needed. But the
most important aspect of subroutinizing is the structure it
endows the overall program. With reasonably well-defined in-
terfaces between subroutines, the complexity of a large
program becomes merely the sum of the complexity of the in-
dividual component routines, not the product or some higher
order function. Under such circumstances, the subroutine call
becomes the primary method of inter-routine transfers of con-
trol. Intra-routine transfers of control can quite comfortably
be made with the goto. In fact, many algorithms described in
a half dozen or so English statements use the goto as a means
of making more precise that which might otherwise be am-
biguous. Far from being inherently evil, the goto is a power-
ful, and the most basic, control element. It is perhaps
because of this power that it can so easily be abused.

But whereas we may elect to keep the goto as a control element
of last resort, it is not generally the best control structure
for all circumstances. In particular, the IF ... THEN ... ELSE
.-« Sequence as well as a repetition structure (such as the
Fortran DO) are ideal in many instances. Their absence in
SNOPOLY4 has led some critics to be unkind to the language. To
a certain extent the deficiency is real, but is ameliorated
considerably by what may be called the implicit iteration of
pattern matching. Thus, the statement:

S L . = L}

which removes the first blank from the string S contains an
implicit iteration over the characters of the string S. The
result 1is a statement which is considerably easier to under-
stand than an explicit sequencing. Thus the reason for the
lack of conventional control structures in SNOBOLY4 is that the
need for them is not felt so acutely. As confirmation of this
supposition, APL, with its many forms of implicit array itera-
tion, also 1lacks the standard control structures (other than
the goto).

It would not be correct to conclude that to write large
programs in SNOBOL4 we subroutinize everything in sight and
let it go at that. Certain conventions must be followed with
respect to names of labels, global variables, keywords, etc.
so that separately written subroutines can co-exist comfor-
tably. A system of conventions of this kind is followed in
writing the individual functions in this book so that they in-
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deed can be joined together without mutually interfering with
each other. Many of the routines, in fact, call each other
and the text processor which produced this book is a rather
large assemblage (over 3000 statements) of functions which 1in
some cases are identical to routines described and in all
cases were written according to the conventions advocated.

L \j

{ #%%% onventions | In order to write well-structured
| % — i programs in SNOBOL4 it is rather more
1 5 | important to establish a system of conventions than
I % { in other 1languages. This is because the language
| E%%% | does not support separately-compiled functions and
tw———J4 hence there 1is a potential problem with name con-
flicts. Another problem has to do with mode switches. For

example, if we write a function which uses pattern matching,
we are not generally free to set the mode of &ANCHOR. To do
so would set the mode of &§ANCHOR for the calling routine. But
how can the called function know which setting exists for the
&ANCHOR switch? There are only two ways out of this dilemma;
either the called routine saves the 0l1ld value of §ANCHOR, as-
signs it a new value, and restores the o0ld value before retur-
ning, or it makes an assumption as to what its value will be
and all routines live by that assumption. The first method is
clearly too awkward and is made more odious by the thought
that we would have to do the same for §&FULLSCAN as well.
Hence, our routines will assume these keywords to contain cer-
tain values. There are perhaps good reasons to always assume
EANCHOR to be on and/or to assume &SFULLSCAN to be on, but we
will abide by the convention that they always have their
default value of 0 (off).

It 1is ©possible to vary the value of variables having preas-
signed (pattern) values such as ARB, BAL, FAIL, etc. However,
it should ke obvious that it is poor practice to change these
values for normal programming. The only exception may be to
modify ARB (and other patterns) in an upperward compatible way
for debugging purposes. For example, if we set:

ARB = ARB $§ OUTPUT

at the beginning of the program then every string matched by
ARB will be printed. Since such a modification only produces
an upward compatible side-effect, and since the change is only
temporary, no ill can come of it.

It is also poor practice to redefine built-in operators and
functions unless they are done in an upward compatible manner.
For example, since the SIZE function is not pre-defined for
array arguments it is not necessarily poor practice to
redefine the SIZE function so that if the argqument is an array
it will return the number of elements in the array (a function
which is very possible to write in SNOBOL4) . On the other hand
to redefine SIZE where it is already defined is to produce the
sort of global change in the language which makes
subroutinizing difficult.
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How should names be kept separate to avoid collision? Con-
flicts can occur with names of functions, variables, and
labels. Since the number of functions are relatively small (a
few hundred at most) there is generally no problem here. The
names of functions 1in this book were generally chosen after
English words and if this is the case conflicts are readily
apparent.

Variable-name conflicts could be a severe problem if one does
not subroutinize. If one does, the problem virtually disap-
pears. One simply designates the variables to be temporary to

some given procedure. If the functions are kept short enough
no problems arise. It's occasionally necessary to use global
variables. Here potential conflicts can arise unless one is

careful. We will use the general policy of designating such
global names with a name bearing one of the special characters
'.!" or '_'. This tends to reduce the possibility of collision.
We will typically use the '.!' in a pattern name to suggest
that a variable is being assigned a value. Thus we may write:

LEN1.T = LEN(1) . T

and the name becomes a convenient mnemonic. In fact if this
is not done a strong argument can be made that the use of a
pre-defined pattern is too obscuring to be used as a general
programming practice.

To keep labels from conflicting we will employ the usual prac-
tice of appending an identifying suffix to some convenient
root. Thus, for function ALPHA, we can use labels ALPHA_1,
ALPHA_2, etc. Labels such as LOOP or DONE are obviously poor
practice except for examples or in a main routine but we al-
ways shudder a bit when forced to contemplate them.

We will rely a great deal on the following convention for
defining functions. The DEFINE function must be executed in
SNOBOLY4 before a function can be defined. For well-structured
programs, the body of the function should be adjacent to the
function definition. The function body should not be entered
other than via a function call. Hence we will use a hop-around
convention. To define the function ALPHA() we write:

DEFINE ('ALPHA() ')
Initialization for ALPHA
: (ALPHA_END)
ALPHA

Function body of ALPHA
ALPHA_END

As indicated here, unless we have special reasons for doing
otherwise the entry label will be the same as the name of the
function. Following the call to DEFINE(), we have what is
termed the initialization section. Here we may assign patterns
to variables, initialize tables, etc. The initialization sec-
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tion is especially helpful in SNOBOL4 since for efficiency
reasons many patterns should be defined 'out-of-line'. The
ability to perform initializing computations on a per-function
basis is not generally available in most programming
languages. Hence, the hop-around technique, which at first
appears to be a cumbersome apparatus for overcoming a language
deficiency, becomes a language asset for structuring one's
prograns.

Other conventions are as follows. Although the initial value
of each variable is the null string, we will not generally use
this fact. Hence, the initialization section is free to modify
any variable not used glokally (i.e., one whose name does not
contain one of the special characters '.!' or ' '), An excep-
tion is the variable NULL whose value is never changed. of
course any variable which is a temporary variable of a func-
tion will be automatically assigned the null string before
function entry and this fact will be used throughout.

Occasionally a transfer is made to the label ERROR. It is not
necessarily presumed that a label named ERROR actually appears
in the source program. If a branch is attempted to some un-
defined label, the program will halt and an appropriate
diagnostic will be given. This will indicate where the error
occurred. It is also helpful in this regard and in general to
always set §&DUMP on (=1) at the start of the program as this
can provide vital clues as to the source of any error. It is
easy enough to turn the &§DUMP off if the program terminates
normally.
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—

— ~ his chapter covers basic conversions of a kind fre-
I quently needed in a cofmputer environment. We are
i presenting this material €first, not necessarily
i

because it is the easiest but because it is relatively
unsophisticated. That is, the intent of a program that
does a conversion will probably be clear even if nothing else
is. SNOBOLY4 is a good language to represent conversion al-
gorithms because frequently the objects converted are strings.
This is natural because we are normally converting between two
external representations of the same thing and the way we
represent things externally is most often via strings of
characters.

¥ Al

{{ Program || UPLO 1is a program for converting all upper
(R 2.1 i case characters within a string to 1lower
i UPLO | case and vice versa. Thus UPLO('UPlo') will
[

4 return ‘'upLO'. In all cases, characters
which cannot be converted are left unchanged. The program as-
sumes the IBM 360 EBCDIC encoding of characters [IBM360a;
Appendix F]. There are many uses for such a program owing to
the relative difficulty of keypunching lower case letters and
the growing use of printers with lower case qraphics.

UPLO(S) will convert upper case to lower case and vice
versa. The argument S is an arbitrary string. Nonal-
phabetic characters are ignored.

( mm amm cam -
e - - - o

DEFINE ('UPLO(S) ')

The first problem is to obtain the sequence of lower case
letters. This is done by a computation to avoid having to
type lower case letters in the program itself. The com-
putation depends on the fact that the upper case letters
and the lower case letters are arranged in an identical
pattern on the EBCDIC chart. The only difference is that
the 1lower case letters are in the 3rd quadrant (Q3) of
&ALPHABET and the uppers are in the 4th quadrant (QU4).

P-—-—-—_“
. = e A o o

SALPHABET LEN(128) LEN(64) . Q3 LEN(64) . QU
UPPERS_ ' ABCDEFGHIJKLMNOPQRSTUVWXYZ !

LOWERS_ = REPLACE (UPPERS_,QU4,Q3)

UP_LO UPPERS_ LOWERS_

LO_UP LOWERS_ UPPERS_

: (UPLO_END)

"
Then the function UPLO merely consists of a call to the |
REPLACE function. |

I |

o ean e

UPLO UPLO
UPLO_END

REPLACE(S, UP_LO, LO_UP) : (RETURN)
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Epilogue

As discussed in chapter one, we will generally begin a func-
tion with a call to DEFINE. Following this is the initializa-
tion section. Here we initialize variables such as UP_LO so
that subsequent execution is fast. After initialization a
transfer around the function body is made to a label which is
normally the function name followed by '_END!' (UPLO_END in our
example) . When the function is called, execution normally
begins at the statement labeled with the same name as the name
of the function (UPLO in this example).

The encoding of UPLO depends on the arrangement of characters
in the string EALPHABET., The characters shown in the box below
are the result of printing SALPHABET on the printer used to
produce this book.

-.<(+|E LR ]
-

L5 >? Vi

|| Ol

*
)]

|
N

————-——d

*abcdefghit (<, 4  jklmnopgr~} \z+¢|
—nstuvwaz(Lr[2001234567e9)11]¢_|

|

ABCDEFGHI JKLMNOPQR |
STUVWXYZ 0123456789 |
[}

o - R IR cah D R o = )

In EBCDIC, G6ALPHABET contains 256 characters which may be
regarded as consisting of four quadrants of 64 characters
each. In the above, each quadrant is printed in a separate
sector as two lines of 32 characters each. It is easy to see
from this table that the relative positions of the upper and
lower case alphabets in their respective quadrants is the
same. Hence it is possible to obtain the lower case alphabet
from the upper case by a simple replacement.

Although UPLO is character-code dependent, it can easily be
modified for ASCII [ASCII]. In this case, SALPHABET contains
128 characters whose printing graphics are shown (in order)
below.

INEEREY () *+,-./70123456789:;<=>?

dABCDEFGHIJKLMNOPQRSTUVWXYZ[ \ ] _

4

abcdefghi jklmnopgrstuvwxyz {{} -

o e ————
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UPLO can be modified to operate with such an &ALPHABET by
changing five numbers.

L g A
] Program i The +transition to the 3rd generation
I 2.2 i brought with it, for IBM users, a charac-
{{ BCD_EBCDIC {{ ter conversion problem. The o©1ld 6-bit
L [}

BCD code was replaced by an expanded
8-bit code. One disadvantage of the older code was that busi-
ness and scientific users had different graphics for the same
card code. In particular, the 5 characters #@%<& known only
to the business users had the same card code respectively as
=t ()+ which were known only to the scientific user. These
two sets diverged in the 3rd generation. The fortunate busi-
ness users saw no change, but the scientific user (such as the
FORTRAN programmer) suddenly found lots of strange characters
in his source program.

In such cases one would like to write a program to convert an
input deck with these 5 commercial characters into the scien-
tific equivalents. One such program is Program 2.2; it appears
on one line and in the days when we were converting to 3rd
generation, I found it convenient to carry such a card on my
person as a ready answer for anyone wishing to know the
whereabouts of a program for translating BCD to EBCDIC.

r
{ This is a complete program to convert BCD card code to
{ EBCDIC card code. Input cards will be read in, converted,
| and punched. When no more cards remain the program
| terminates.
[

L

. o s en

PUNCH

REPLACE (INPUT, "#2%<g&", "=' ()+") :S(L) ;END

Epilogue

This 1is a neat and compact example of the use of the REPLACE
function. A card is read in and any character of the second
argument found in this card is replaced by the corresponding
character in the 3rd arqument. The REPLACE function is fast,
proceeding at machine speeds (on the IBM 360-70 a 256-byte
table is set up, after which a single instruction (TR) trans-
lates the entire string [IBM360al). The REPLACE function is
not only extremely useful for such transliterations but, as we
shall see 1in the next chapter, can be used for permuting and
rearranging characters as well.

L 3 A
I{ Program {| ROMAN will convert its argument, assumed to
| 2.3 i be an integer, into Roman numeral format.
(1 ROMAN N Thus, ROMAN(256) returns 'CCLVI'. Though a
| B (]

classic problem in string manipulation, the
reader may wonder about the utility of such a program (are we
going to use SNOBOLY4 to print tombstones?). But there is one
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common application in which such an algorithm 1is essential,
viz. a text formatter which must number pages preceding the
first with Roman numerals. In such cases it is customary to
perform computations (such as adding one for each page) in the
normal Arabic system before converting. In this example, the
Roman numeral would normally appear in lower case. This con-
version, if necessary, can be done using UPLO, Program 2.1.

Although it occasionally happens that we wish to convert from
Arabic to Roman we almost never want to do the reverse so that
we will be content here with going in one direction only.

L Al
| ROMAN(N) will return a string equal to the Roman numeral |
{ equivalent of the integer N. N is assumed to be less than |
{ 4000 and nonnegative. |
[ J
DEFINE (' ROMAN (N) T') : (ROMAN_END)

v B}
{ Entry point: remove the last digit and call it T. {
L J
ROMAN N RPOS(1) 1I1EN(1) . T = :F (RETURN)

L]
{ Convert T to its equivalent Roman form. Then append it to |
| the Romanized form of the preceding digits multiplied by |
{ 10. {
[

- |

'0,11,211,3111,41V,5v,6VI,7VIT,8VIII,91IX,"

+ T BREAK (', ') . T :F (FRETURN)
ROMAN = REPLACE (ROMAN(N), 'IVXLCDM', !XLCDM**!') T

+ :S (RETURN) F (FRETURN)

ROMAN_END

Epiloque

The big trick here is to realize that it is relatively easy to
multiply a Roman number ky 10 by merely doing a translitera-
tion of its symbols into the next higher 'octave'. This is
done by REPLACE. Another trick which reduces the size of the
program is to compact a set of information into a long string
and use SNOBOLU4's powerful pattern matching to extract the
information.

This is not the fastest encoding of ROMAN. There was no effort
to economize on time because it may be presumed that the use
of ROMAN is infrequent. If anything, an effort was made to
reduce the size of the program in order to minimize storage
consumption. This is good practice for seldomly used code.
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The decimal system in common use to
represent numbers 1is a positional
system, meaning that the value of a
digit depends on its position.
Generally, in a positional number system, the numeral

| Programs |
{ 2.4 86 2.5 {
f BASEB & BASE10 |

F——_q
b e s aam

Agdy eees Ap
represents the number

n-1 n-2

where B is some integer called the base. The decimal system
uses B = 10. A positional system can represent arbitrarily
large gquantities with only a finite number (equal to B) of
symbols. This is in contrast to the Roman numbers where the
value of a symbol depends on the symbol itself and not on its
position. Hence,. for arbitrarily large numbers, we need ar-
bitrarily many symbols.

Though our current decimal system was introduced in Europe by
the Arabs in the 9th Century, the system did not flourish
there until the 16th Century Spanish merchants were humiliated
by +the arithmetic prowess of the stone-age Mayan Indians who
were using a base 20 positional system. See Von Hagen [ 1960].

The growth of computer systems in which base 2 arithmetic is
used 1internally to represent numeric quantities has drawn at-
tention to the representation of numbers in various bases and
has 1led to the need in many cases to convert from one base to
another.

In this section we include two routines for base conversion.
BASEE(N,B) will convert integer N into its representation in
base B. Thus, BASEB(15,3) will return '120' as this is the
base 3 representation of 15. Conversly, BASE10(N,B) will con-
vert the numeral N in base B to the equivalent decimal number.
Thus BASE10('120',3) will return '15°'. This is customarily
written

(120)3 = 15

where the absence of an explicit base indication implies base
10.

To convert N from base b; to base k, we could combine the
functions thusly:

BASEB (BASE10 (N, b,), b))

The characters used to indicate digits higher than 9 are the
letters of the alphabet with A equal to 10, B equal to 11,
etc. This seems to be the most common method of denoting the
higher digits. On the other hand, there are dissenters who
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say that this encoding is unnatural in that the even letters
(B, D, F, etc.) correspond to odd numbers (11, 13, 15, ...)
whereas the odd letters (A, C, E, ...) correspond to even num-
bers (10, 12, 14, ...). These people might prefer the letters
'XABC.. rather +than 'ABC... another .method might be to use
some arbitrary sequence from the end of the alphaket such as
'UVWXYZ' rather than 'ABCDEF!'. In either case, the functions
BASFB and BASE10 can be modified to suit by changing the value
of the global variable BASEB_ALPHA.

Ll L
| BASEB(N,B) will convert the integer N to its base B |
| representation. B may be any positive integer <36. |

[ ]

DEFINE (' BASEB (N, B)R,C')

BASER_ALPHA = '0123456789ABCDEFGHIJKLMNOPQRSTUVWXYZ"
: (BASEB_END)
L B
{ Entry point and top of loop: 1If N is zero we are done i
[ /|
BASEB EQ (N, 0) 2 S (RETURN)

L8 ]
{ Obtain the base-B representation (C) of the least |
| significant digit of N. |
[ B N |
R = REMDR(N,B)
BASEB_ALPHA TAB (*R) LEN(1) . C  :F(ERROR)

L i
{ Tack result onto previous value, update N and loop.
t

BASEB = C BASEB

N = N/ B : (BASEB)
BASFB_END
L o A
| BASE10 (N,B) will convert the string N assumed to be a |
| numeral expressed in base B arithmetic to decimal (base |
1 10) . {

J

DEFINE (' BASE10 (N,B) T')
BASEB_ALPHA = '0123456789ABCDEFGHIJKLMNOPQRSTUVWXYZ "
: (BASE10_END)

v A
{ Entry point and top of loop. Find first digit in N and |
{ determine its value in base 10. {
w []
BASE10 N LEN(1) . T = :F (RETURN)

BASEB_ALPHA BREAK (*T) @T : F (ERROR)

L E i
{ Then use standard conversion algorithm for converting to |

{ base 10. |
t

J

BASE10 = (BASE10 * B) + T : (BASE10)
BASE10_END
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Epilogue

In BASEB, the search for the representation of the Rth charac-
ter is done using the pattern

TAB(*R) LEN(1) . C
This pattern is identical in performance to the pattern
TAB(R) LEN(1) . C

Strangely enough, the former is faster in SPITBOL. This is
because TAB(*R) LEN(1) . C is a constant wvalued pattern and
can be pre-evaluated, whereas the same pattern without the !'*!?
is not constant. It requires more time, in general, to form
the pattern than it does to do the pattern match so that much
has been gained. A similar remark can be made about the pat-
tern matching statement involving BREAK(*T) immediately fol-
lowing label BASE10.

In SNOBOLY4, similar considerations apply except that the
programmer must pre-evaluate his own expressions; the compiler
will not do it for him. Thus

CONVERT_R = TAB(*R) LEN(1) . C

BASEB_ALPHA CONVERT_R

would vyield a more efficient rendition, in SNOBOLY4, of the
function BASEB. This is recommended if speed is of importance.
The pattern CONVERT_R could be defined in the initialization
section of the function thereby keeping the pattern associated
with the function. But note that

CONVERT R = TAB(R) LEN(1) . C

BASEB_ALPHA CONVERT_R

would not be valid because the pattern CONVERT_R would be
using the value of R at the time of assignment and not at the
time of the pattern match.

We will not always use a deferred form such as TAB(*R) but
will generally prefer TAB(R). This is simpler and is not im-
plementation dependent. It is always easy enough to modify
the function so that a pattern is not continually being
generated. Choosing the path of least resistance, as we will
tend to do, has another advantage. For those programs for
which space is more important than time, pre-defining the pat-
tern is actually 1less efficient for the pattern must then
occupy space continuously and not merely when it is needed.
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L |
It Program || To a human being a character is some
N 2.6 i geometric configuration, but to a machine it
] HEX I is Jjust a sequence of bits. On the IBM
[ ] J

360-370 series machines, a character 1is a
sequence of 8 bits. For example, the pattern of bits represen-
ting the letter A is

11000001

it 1is obviously more convenient to write these 8 bits in base
16 notation so that A comes out looking 1like

Cc1

HEX (S) is a function which will accept a string of characters
and return a string of hexadecimal digits representing its in-
ternal representation. Thus

HEX (*ABA')
returns 'C1C2C1*.,

All characters have an 8-bit code and all 8-bit codes
represent some character, but not all characters are prin-
table. Thus the SNOBOL4 keyword EALPHABET is a string of all
the 8-bit characters starting with 00000000 and going on up to
11111111 (in numerical order). If this string were to be
printed (as we did earlier) most of the characters would ap-
pear blank. The graphical image printed is a function of the
printer. The IBM 1403 printer has room for at most 240
graphics. Moreover, to increase printing speed there are many
duplications of the more frequently appearing characters. The
net result is that there are seldom more than 100 graphics in
&ALPHABET. Thus, an important use of HEX is for processing
data which is not character oriented and is therefore not
easily dealt with in terms of characters. For example, suppose
we wish to scan the input text for 2 consecutive occurrences
of the hexadecimal constant 50. Then the following statement
would perform the scan

HEX (INPUT) POS (0) ARBNO (LEN(2)) '5050°¢
L 8
{ HEX(S) will return the hexadecimal (internal) representa- |
{ tion of the string S. [
[N . |
DEFINE ('HEX(S) ")
L L }
| Prepare tables of the 1st and 2nd hex digits. {
| 3
H = 1'0123456789ABCDEF!
HEX_2ND = DUPL (H, 16)
HEX_1 H LEN(1) . T = : F (HEX_END)

HEX_1ST = HEX_1ST DUPL(T, 16) : (HEX_1)
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Ly hJ
| Entry point: Form the first and second digits separately |
{ and then blend themn. {
|

HEX HEX = BLEND(REPLACE(S, &ALPHABET, HEX_1ST),

+ REPLACE (S, &ALPHABET, HEX_2ND)) : (RETURN)
HEX_END

Names_referenced Name Type Where defined
by HEX: BLEND Function Program 3.7

Epilogue

We have taken an unusual approach in encoding HEX. It might

seem at first that it would be better to prepare some table
which would yield the correct pair of characters for every
character in the &ALPHABET. But we have already noted how fast
REPLACE can be so that we can obtain either hex digit ex-
tremely quickly. The question remains as to how we may swiftly
merge the 2 character sequences. This we do by the program
BLEND (Program 3.7) which merges 2 equi-length strings. As we
shall see, BLEND also uses the REPLACE function in an unob-
vious way and is quite rapid.

r |

{{ Program || CH(H) will take a string of hexadecimal

] 2.7 N digits (H) and convert them to the cor-

i CH i responding character sequence. Thus
| ]

—

CH('C1C2') will return 'AB'. CH is the in-
verse of HEX so that CH(HEX(S)) = S. The conversion provided
by CH can be useful for obtaining characters that can be prin-
ted but not typed. Thus CH('818283') returns 'abc!'.

LB R
| CH(HEX) will convert the sequence of hexadecimal digits |
| into the corresponding character string. CH is the inverse |
{ of HEX. |
L ! ]

DEFINE ('CH (HEX) T, C,N')

: (CH_END)

v A
| Entry point: Remove 2 characters from string HEX. Then |
| convert to decimal (using BASE10) and retrieve the indexed |
{ character from the &ALPHABET. |
| — ]
CH HEX LEN(2) . T = : F (RETURN)

C = BASE10(T,16)

EALPHABET LEN(C) ©LEN(1) . C

CH = CH C : (CH)
CH_END
Names_referenced Name Type Where defined

by CH: BASE10 Function Program 2.5
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Epilogque

The method used to program CH is to treat each pair of hex-
adecimal characters as a number in base 16. This number can
be converted +to decimal wusing BASE10 (Program 2.5). This
decimal number can then be used to index into the keyword
&ALPHABET.

L B

{ Program || DAY will return the day of the week given
N 2.8 N some date. Thus DAY ('3/24/71') will return
" DAY il '"WEDNESDAY', and DAY (DATE()) will return the
L s current day. As an added bonus, the global

variable D will be set to an integer between 0 and 6 inclusive
to give a numeric indication of the day. If a year other than
one from the 20th century is intended then a 4-digit year must
be given as in DAY ('3/24/1825'). If the year is missing, the
current year is assumed. Thus:

'CHRISTMAS FALLS ON ' DAY('12/25') ' THIS YEAR.'

will be a sematically correct string when evaluated, no matter
in what year it is evaluated.

The program assumes the Gregorian Calendar and will accept
dates for any date from the 2nd century onward (i.e. after 100
A.D.). The extrapolation into the time period before the
Gregorian calendar went into effect (1588), however, will not
agree with historical records.

It 1is interesting to note that the revision of the calendar
followed on the heels of the discoveries of 1Indian civiliza-
tions in the New World whose elaborate and involved calendrics
are said to be even more accurate than our present Gregorian
calendar (see Morley [ 1956] for example).

"
DAY (DATE) will return the day of the week appropriate to |
the given DATE. DATE is given as month/day/year. |

= cum <« )

DEFINE (' DAY (DATE) M,Y')

B

YEAR_ is the number of days in a year. YEAR_U4, CENT_ and |
CENT_4 are the number of days in the cyclic time periods |
of respectively 4 years, a century and 4 centuries. |

[ e oum cmm )

YEAR_ = 365
YEAR_ 4 = U4 * YEAR_ + 1
CENT_ = (25 * YEAR_4) - 1
CENT_4 = U4 * CENT_ + 1
DAY_ZERO = 2
: (DAY_END)

First extract the month, day, and year. If the vyear is
| null the current year (obtained from DATE) is used. Then

r —
|
{
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{ '19' is prepended if the year is only 2 characters long.
L J

DAY DATE BREAK('/') . M LEN(1)
+ (BREAK('/') . D LEN(1) REM . Y | REM . D)
(IDENT(Y,'') DATE()) /' ARB /' REM . Y
Y = EQ(SIZE(Y),?2) 119 Y
L B L}
{ The number of days since March 0, 0000 will be computed. |
| First compute the number of whole months and the number of |
| whole years since that date. {
L J
M = LE(M,2) M + 12 sF(DAY_1)
Y = Y -1
DAY_1 M = M- 3
L R ]
| Now add an appropriate number of days for each cyclic year |
{ period. Note: integer divided by integer yields integer. |
L g |

DAY 2 DAY = (Y / 400) * CENT_4 + (REMDR(Y,400) / 100) * CENT_
. + (REMDR(Y,100) / 4) * YEAR 4 + REMDR(Y,4) * YEAR

L Al
| Now add an appropriate amount for the month (note that 153 |
{ is the number of days in a S-month period), the day, and |
{ an initializing constant. This value is taken modulo 7 |
{ and a search is made based on that value. {
L (]

DAY = DAY + ((153 * M) + 2) / 5 + D + DAY_ZERO
D = REMDR(DAY,7)
* 0SUN 1MON2TUES 3WEDNESU THURSSFRI6SATUR7 !
+ D BREAK('01234567') . DAY
DAY = DAY '*DAY! 2 (RETURN)
DAY_END
Epilogue

This program was modified for SNOBOLY4 from an Algol program by
Tantzen [ 1963]. His version is slightly more efficient and we
leave this refinement as an exercise.

The program is done by a computation; it could also have been
done by a look-up procedure in which a string might contain a
month-day sequence in which the proper number of days are as-
sociated with each month. In general, this would have been
easier and 1less error-prone but would not have been as
efficient.

A very clever scheme is used to obtain the number of days that
a given month is worth. Tt is recognized that if we start in
March, the number of days per month is given by the sequence
31 30 31 30 31 which repeats itself for effectively the
remainder of the March - March year. The computation:

153 * M + 2

5
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is so <calculated as to yield precisely the correct number of
days.

| 1

{t Program |{ MDY (Y,D) will convert a year,day date into a
(N 2.9 N month/day/year date. For example MDY (71,83)
i MDY N will return *'3/24/71'. The global variables
— s M and D are set to equal the month and day

respectively. MDY is useful in an environment where the system
computes days but not months (such as 0S 360).

]
MDY (Y,D) will convert its argument which is given as year |
» day into month/day/year format. {

o an can

DEFINE (*MDY(Y,DY) X,T"')

N
Set up 2 tables to be searched. One showing cumulative |
days vs. month (DAY_MONTH) for normal years and one for |
leap years (LY_DAY_MONTH). {
" ]
DAY_MONTH = '(334,12) (304,11) (273,10) (243,9)"
+ '(212,8) (181,7) (151,6) (120,5) (90,4) (59,3) (31,2) (0, 1)
LY_DAY_MONTH = ' (335,12) (305,11) (274,10) (2u4,9)"*
+ '(213,8) (182,7) (152,6) (121,5) (91,4) (60,3) (31,2) (0, 1)

(o om - -

{ Set up a pattern to search the tables. [

I = SPAN('0123456789¢)

SEARCH.X.M = (' I $ X *GT(DY,X) ',' I $§ M : (MDY_END)
Entry point: Set up the proper table in T. Use leap year |
table if Y is either (divisible by 400) or (divisible by 4 |
but not 100). {

J

= o cam e @

MDY T = EQ(REMDR(Y,400),0) LY_DAY _MONTH :S(MDY_1)
EQ (REMDR (Y, 100) ,0) DAY MONTH :S(MDY_1)
EQ(REMDR(Y , 4),0) LY DAY MONTH :S(MDY_1)

= DAY_MONTH

T
T
T

“
Then search the table for the current moenth (M) and the |
number of days (X) associated with that month. Fail if DY |

is not a valid day. {
J

(= == wmm cm

MDY_1 T SEARCH.X.M :F (FRETURN)
D = DY - X
GT(D, 31) : S (FRETURN)
MDY = M '/ D /v Y : (RETURN)
MDY_END

Epilogue

We have written this program in terms of a *'table-look-up!
procedure (actually string look-up would be more correct). But
we could have done this ky computational methods by +turning
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the DAY function around and 'pointing it backward'. This we
invite the reader to try as an Exercise.

L B 1
{! Program || SPELL(N) will return an English phrase
i1 2.10 K| designating the integer N. Thus SPELL(13)
| SPELL N will return 'THIRTEEN'. SPELL will convert
J

|

— all integers from 0 to 999999999 (a thousand
million - 1). SPELL can easily be extended to handle 1larger
ranges; see Exercise 2.16. One obvious application of SPELL

is in writing checks.

DEFINE (' SPELL (N) M') : (SPELL_END)

L 1
| Entry Point: Fan out to one of several labels depending |

{ on the value of N. {
L J

SPELL GE (N, 1000) :S (SPELL_1000)
GE (N, 100) :S (SPELL_100)
GE (N, 20) :S (SPELL_20)
GE (N, 13) :S (SPELL_13)

Here if N is 12 or less; look its value up in a table.

e -

(* 1ONE, 2TWO, 3THREE, 4FOUR, SFIVE,6SIX,7SEVEN, 8EIGHT, 9NINE, !
+ '10TEN, 11ELEVEN, 12TWEIVE,') N ARB . SPELL !',!' : (RETURN)

| version and substitute 'TEEN' for 'TY' afterward.

 § 1
| Here to do the teens. It will be simpler to do the tens |
{
[ ']

SPELL_13 N 1 LEN(1) . M

SPELL = SPELL(M 0)
SPELL 'TY'* = 'TEEN!
SPELL 'FOR' = 'FOUR! : (RETURN)

r
{ Here to handle all compounds from 20 through 99. Just look
| up the root in a table and add the suffix *'TY'. Then call
{ SPELL recursively to handle the units.
L
SPELL_20 N LEN(1) . M =
' 2TWEN, 3THIR,U4FOR,5F1IF,6SIX, 7SEVEN,8EIGH,9NINE,*
+ M BREAK(',') . SPELL
SPELL = SPEIL 'TY!
SPELL = NE(N,0) SPELL '-' SPELL(N) : (RETURN)

I - - o o

v i
{ Hundreds are handled by converting the hundreds and tens |
| recursively. {
L

SPELL_100 N LEN(1) . M =
SPELL = SPELL(M) ' HUNDRED!
SPELL = NE(N,0) SPELL ' AND ' SPELL(N) :+ (RETURN)

L g 1
| For numbers over 1000, remove all but the 1last three |
{ digits of N assigning them to M. Convert M, 'multiply' it |
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{ by 1000 and 'add' N. |

i ]

SPELL_1000

N RTAB(3) . M =

SPELL = SPELL(M)

SPELL 'THOUSAND!' = 'MILLION?!

SPELL = SPELL ' THOUSAND!

SPELL = NE(N,0) SPELL ' AND ' SPELL(N) : (RETURN)
SPELL_END
Epilogue

SPELL was written to be small rather than fast and uses recur-
sion quite liberally and effectively to render a smaller and
more readable program.

----------------------------------------
--------------------------

B 1
{ Exercise 2.1 | Using strings prepared in the initialization

L ! section of UPLO write a function UP() which
will convert any lower case in its argument to upper case.

L} A
{ Exercise 2.2 | Given the function UPIO() and a function

L I UP() which converts 1lower case to upper
case, write a function LO() which converts upper case to lower
case.

v L

| Exercise 2.3 | Given a paragraph in P assumed keypunched in
t i upper case, use UPLO to convert P into lower
case except that the first character of every sentence should
remain capitalized. The first nonblank character is regarded
as the beginning of the first sentence. Subsequent sentences
are marked by a period followed by at least 2 blanks. (This
requires only two statements.)

| I L
| Exercise 2.4 | Write a function (ARABIC) to convert a num-

L 4 ber in the Roman representation to one in
standard (kase 10) notation.

¥ I
| Exercise 2.5 | Let {x} be the smallest integer 2 the real

L — number x (sometimes referred ¢to as the
ceiling of x). Thus

1.5} = 2
(2.0} = 2
{-9.5} = -9
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With the help of functions defined 1in this section write
SNOBOLY4 expressions equivalent to

{log, K}

{logn K}

where K and n are positive integers.

L) v

| Exercise 2.6 | The Mayan Indians used a base 20 positional
L 4 number system. The figures for the digits 0
thru 19 were built up systematically as in the table below.

e - - — — —— — — — —— . —— — D i YID = D G — — — D — — ——— . i - - - — — — — — i > > iz Wms > w———

Arabic Mayan Aratic Mayan
form equiv form equiv
0 0 10 i
1 . 11 tte
2 .o 12 lee
3 e 13 leee
4 cees 14 leces
5 | 15 ted
6 l. 16 .
7 leeo 17 t1te.
8 leee 18 P 1leee
9 eeee 19 I flecece

— —— ———— - ————— —— ———— —— ————— ———— —— — - ———— ——— — — i —— e - - ——
2 2+ >+ >+ > 3> 3+ >0+ > P> P

Hence the number 752 would be represented as

Here the digits are run from left to right in descending
significance whereas the Mayans would allign their digits ver-
tically. Also the dots ran in a direction orthogonal to the
bars. One has a great deal more freedom in these matters if
one is merely carving the figures out of stone.

The exercise is, given the integer N write a loop to convert N
to its Mayan form. This can be done in 4 statements (without
using the functions defined in this chapter).

r

“
| Exercise 2.7 { A hypothetical machine has a word size of 32
L i Dbits represented as byb, ... biz,. The bits
have the following meaning when representing floating point.

S: b, (sign) O:positive, 1:negative

E: {bp...by;} exponent of 2 in excess 10284 notation
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F: {bys ... b3p} fractional part with decimal point ¢to the
left of b‘ 2e

Hence a floating point numker will have the value:

S F (E-1024)
2

21
2

Write a function (using the base conversion algorithms) to
convert an eight-hexadecimal-digit machine word into a
floating point number.

| \

| Exercise 2.8 | Extend the routines BASEB and BASE10 to han-
L 4 dle decimal rpoints. Assume a global cell
PRECISION which will hold the number of digits of precision
required in the fraction. Allow BASEB and BASE10 to call
themselves recursively.

L J
| Exercise 2.9 | What statements would have to be modified if

L ! BASEB and BASE10 were +to be extended to
unlimited-precision arithmetic?

| ]
| Exercise 2.10 { Let Y, N and M be integers.

[ R ]

a) sShow that:
REMDR (Y, N*M) /N = (Y/N)-(Y/ (M*N)) *M

and hence that 1line 1labeled DAY_2 in Program 2.8 can be
rewritten: '

DAY 2 DAY = (Y 7/ 400) * K1 + (Y / 100) * K2
. + (Y / 4) *x K3 + Y * K4

where K1, K2, K3, K4 are values which can be precomputed.

b) Compute K1, K2, K3, K.

L A
{ Exercise 2.11 | Suppose there are 6u characters in

— 4 SALPHABET. Rewrite HEX so that it returns

the base-8 representation of a string. Call the function
OCTAL.

L e B

| Exercise 2.12 | In writing a compiler it is sometimes
L J necessary to manipulate bits since the
instruction is formed as a sequence of bits.
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a) Set the Nth bit of a string S to 1. Assume the bits are
numbered starting with 0 and ending with 8 * SIZE(S) - 1 (This
assumes 8 bits per character).

b) Invert the Nth bit of a string S.

r A

| Exercise 2.13 { Using DAY, determine whether a given date
L J is valid. For example, 2/29/1973 is
invalid.

Ly 1

{ Exercise 2.14 | Using DAY, write a program which prints a
— 4 calendar for the month M and year Y.

L R

| Exercise 2.15 | Given that the number of days since March 0
L ! is (153*M+2)/5 where M 1is the number of

whole months since that date, write an expression for the num-
ber of whole months given the number of days. Using this for-
mula rewrite MDY as a computation.

LB il

{ Exercise 2.16 | Assuming that a billion is a thousand mil-
L 4 lion, add a single statement to SPELL to
increase the range of convertable numbers to a <thousand bil-
lion - 1.

v h

{ Exercise 2.17 { In the U.S. the terms billion, trillion,
L 1 quadrillion, quintillion, sextillion, sep-
tillion and octillion refer to the numbers 1000 million, 10002
million, 10003 million,..., 10007 million respectively whereas
in Great Britain these terms refer respectively to million2?,
million3, million*,..., million®. Extend SPELL so that it will
convert its argument up to the octillions in the British
system. Note that SNOBCLU4 integers don't go that high so as-
sume the input is string and don't use arithmetic operators
(like GE) on anything too big.

L Bl

{ Exexcise 2.18 | Pick a number; count the 1letters in its
— !}  spelled-out form and you produce a new num-
ber. For example 13 is spelled 'THIRTEEN' and hence transforms
into 8. This transformation has the interesting property that
its repeated application will cause every number to converge
rapidly to 4. For example, starting with 13, the sequence

13 8 5 4 4 4 4o ...

is produced. Write a program to determine the smallest integer
between 0 and 10000 which requires the most steps to converge
to 4 (the integer is 113 and it requires 6 steps).
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LI 1
{ Exercise 2.19 | The musical scale is given by the following
— )  sequence of 12 notes.

CC# DD# E F# G G# A A% B

Given a number N between 1 and 12, write a single pattern-
matching statement to assign the Nth note (a one or two
character string) to the variable NOTE.
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| B |

| — NOBOL4 represents strings by a pointer to string
| Y— storage. One of the consequences of this storage
L— | management philosophy is that the cost of string as-
—34| signment is relatively 1low. That is, it costs very
t—— little to interchange string values among variables.

In particular it is relatively inexpensive to pass string
values to and from functionmns.

The functions ovresented in this chapter all are fairly short
utility-like functions which operate primarily with strings.
We will see most of these functions later in the book where
they will serve as lemma-like procedures to make larger
programs more understandable.

"
{ Program || ORDER(S) will return an alphabetized version
| 3.1 il of its argqument S. Thus, ORDER ('ORDER"')
{ {1 will return 'DEORR'. The alphabetic ordering
! of characters is determined, as usual, by
EALPHABET. To modify the ordering produced by ORDER the state-
ment containing this keyword should be replaced. ORDER, as we
will see, has many uses. For example, it furnishes an easy
way to check for set equality.

(o = amm o w)

n |

ORDER(S) will put the characters of its argument in al- |

phabetic order. {
]

F ==

DEFINE ('ORDER(S) T, HIGHS,S1')
: (ORDER_END)

L ] L
| Entry Point: Extract a character (T) from S; obtain (in |
{ HIGHS) characters alphabetically 2 the extracted charac- |
| ter. Then scan ORDER for the first occurrence of one of |
| these higher characters. {
[ J
ORDER S LEN(1) . T = : F (RETURN)
SALPHABET BREAK(T) REM . HIGHS
CRDER (BREAK (HIGHS) { REM) . S1 = sS1 T s (ORDER)
ORDER_END
Epilogue

ORDER 1is essentially a sorting routine and as such it is an
insertion sort. Characters are extracted one at a time from
the argument S and are inserted in order into the growing
string ORDER.


























































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































